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Our typical RNA quantification pipeline 

Upload	  your	  	  
sequence	  data	  (fastq)	   Make	  report	  of	  quality	  metrics	  

Align	  to	  the	  ribosome	  (Bow>e)	   Output	  ribosomal	  contamina>on	  
metrics	  report	  

Align	  remaining	  reads	  to	  
genome	  (TopHat)	  	  or	  
transcriptome	  (RSEM)	  

Produce	  RNA-‐Seq	  report	  
%	  aligned,	  %	  intergenic,	  %	  exonic,	  
%	  UTR	  

Produce	  IGV/UCSC	  friendly	  files	  

Quan>fy	  transcriptome	   Produce	  a	  table	  with	  normalized	  
expression	  values	  

Call	  differen>ally	  expressed	  
genes	  	  

(if	  mul>ple	  samples)	  

Report	  pairwise	  significant	  genes	  
that	  are	  differen>ally	  expressed	  



Alignment requires pre-processing 

Upload	  your	  	  
sequence	  data	  (fastq)	   Make	  report	  of	  quality	  metrics	  

Align	  to	  the	  ribosome	  (Bow>e)	   Output	  ribosomal	  contamina>on	  
metrics	  report	  

Align	  remaining	  reads	  to	  
genome	  (TopHat)	  	  or	  
transcriptome	  (RSEM)	  

bowtie2-build -f mm10.fa mm10

rsem-prepare-reference \
--gtf ucsc.gtf --transcript-to-gene-map ucsc_into_genesymbol.rsem \
mm10.fa mm10.rsem

Last meeting: 
•  What is a genome index 
•  How it is used to speed up short read mapping 
•  What is mapping quality 



RNA-Seq Read mapping
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Mapping RNA-Seq reads: Exon-first spliced alignment (e.g. TopHat) 



Short read alignment 

Upload	  your	  	  
sequence	  data	  (fastq)	   Make	  report	  of	  quality	  metrics	  

Align	  to	  the	  ribosome	  (Bow>e)	   Output	  ribosomal	  contamina>on	  
metrics	  report	  

Align	  remaining	  reads	  to	  
genome	  (TopHat)	  	  or	  
transcriptome	  (RSEM)	  

tophat2 --library-type fr-firststrand --segment-length 20 \
-G  genome.quantification/ucsc.gtf -o  tophat/th.quant.ctrl1 \
genome.quantification/mm10 fastq.quantification/control_rep1.1.fq \
fastq.quantification/control_rep1.2.fq

/project/umw_biocore/bin/igvtools.sh count -w 5 tophat/th.quant.ctrl1.bam \ 
tophat/th.quant.ctrl1.bam.tdf genome.quantification/mm10.fa



Sequenced	  
reads	  cells	  

sequencer	  

cDNA	  
ChIP	  

genome	  

read	  
coverage	  

Alignment	  

Once sequenced the problem becomes computational 



Considerations and assumptions 

•  High library complexity 

–   #molecules in library >> #sequenced molecules 
•  Short reads 

– Read length << sequenced molecule length 
 
Not all applications satisfy this: 
•  miRNA sequencing 
•  Small input sequencing (e.g. single cell sequencing) 



A library satisfying assumptions 1 & 2 

E(# fg) = #reads *θg * lg 
fg	  =	  Fragment	  from	  gene	  (transcript)	  g
θg	  =	  Frac>on	  of	  gene	  g	  in	  sample	  
lg	  	  =	  (effec>ve)	  length	  of	  gene	  g



Corollaries 

•  Libraries satisfying assumptions 1 & 2 only measure 
relative abundance 

•  Key quantity: # fragments sequenced for each transcript. 
Need to: 
– Which transcript generated the observed 

read? 
•  Isn’t this easy? 
– Reads do not uniquely map 
– Transcripts or genes have different isoforms 
– Sequencing has a ~ 1% error rate 
– Transcripts are not uniformly sequenced 



The RNA-Seq quantification problem (simple case) 

•  Start	  with	  a	  set	  of	  previous	  gene/transcript	  annota>ons	  
•  Assume	  only	  one	  isoform	  per	  gene	  
•  Assume	  1-‐1	  read	  to	  transcript	  correspondence.	  

0.1 Likelihoods

Critical to RNA-Seq quantification is to be able to estimate transcript abun-

dance from the observed read counts. If we start trivially by assuming all

genes are single isoform, and that every read is uniquely mappable to one

transcript AND that each transcript can only generate one read, then esti-

mating ↵g, the fraction of g in the set G of genes is easy but posing it as a

maximum likelihood problem is useful to compare to more complex models.

0.1.1 The 1-1 transcript-read problem

Let ⇥ = {↵g} and let ng the number of reads aligned to gene g, then, if we

model read counts as a multinomial process where the probability of observ-

ing a read r from gene g is the ↵g, then, using the Poisson approximation to

the binomial distribution, we can model P (ng) =
e�↵g (↵g)ng

ng !

L(⇥) =

Y
P (ng)

and

log(L(⇥)) =

X
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Taking partial derivatives
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Using	  the	  Poisson	  
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binomial	  

We	  seek	  to	  maximize	  the	  likelihood	  of	  
transcript	  frequencies	  given	  the	  data	  
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0.1.2 The one transcript many fragments problem

As before lets simplistically assume that alignments are give, and the counts

per transcript or gene model also given. The only di↵erence now is that one

transcript or gene model may produce more than one, read. More specif-

ically, each transcript produces a number of fragments proportional to its

length, or more precisely, its e↵ective length

˜

lg. So if fragment size is w, then

fragmentation generates fg = b˜lgw c, hence our Poisson model for the number

of fragments aligned to the transcript or gene model is P (ng) =
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Which,	  of	  course	  has	  MLE	  
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The RNA-Seq quantification problem (more realistic case) 

Reconstruction strategies compared. Both genome-guided and 
genome-independent algorithms have been reported to accurately 
reconstruct thousands of transcripts and many alternative splice 
forms28,29,53,55. The question as to which strategy is most suitable 
for the task at hand is strongly governed by the particular biologi-
cal question to be answered. Genome-independent methods are 
the obvious choice for organisms without a reference sequence, 
whereas the increased sensitivity of genome-guided approaches 
makes them the obvious choice for annotating organisms with 
a reference genome. In the case of genomes or transcriptomes 
that have undergone major rearrangements, such as in cancer 
cells26, the answer to the above question becomes less clear and 
depends on the analytical goal. In many cases, a hybrid approach 
incorporating both the genome-independent and genome-
guided strategies might work best for capturing known informa-
tion as well as capturing novel variation. In practice, genome- 
independent methods require considerable computational 
resources (~650 CPU hours and >16 gigabytes of random-access 

isoforms, Cufflinks uses read coverage across each path to decide 
which combination of paths is most likely to originate from the 
same RNA29 (Fig. 2b).

Scripture and Cufflinks have similar computational require-
ments, and both can be run on a personal computer. Both assem-
ble similar transcripts at the high expression levels but differ 
substantially for lower expressed transcripts where Cufflinks 
reports 3  more loci (70,000 versus 25,000) most of which do 
not pass the statistical significance threshold used by Scripture 
(Supplementary Table 1 and Supplementary Fig. 3). In contrast, 
Scripture reports more isoforms per locus (average of 1.6 ver-
sus 1.2) with difference arising only for a handful of transcripts 
(Supplementary Table 1). In the most extreme case, Scripture 
reports over 300 isoforms for a single locus whereas Cufflinks 
reports 11 isoforms for the same gene.

Genome-independent reconstruction. Rather than mapping 
reads to a reference sequence first, genome-independent tran-
scriptome reconstruction algorithms such as transAbyss53 use 
the reads to directly build consensus transcripts53–55. Consensus 
transcripts can then be mapped to a genome or aligned to a 
gene or protein database for annotation purposes. The central 
challenge for genome-independent approaches is to partition 
reads into disjoint components, which represent all isoforms of 
a gene. A commonly used strategy is to first build a de Bruijn 
graph, which models overlapping subsequences, termed ‘k-mers’  
(k consecutive nucleotides), rather than reads55–58. This reduces 
the complexity associated with handling millions of reads to 
a fixed number of possible k-mers57,58. The overlaps of k – 1 
bases between these k-mers constitute the graph of all possible 
sequences that can be constructed. Next, paths are traversed in 
the graph, guided by read and paired-end coverage levels, elimi-
nating false branch points introduced by k-mers that are shared 
by different transcripts but not supported by reads and paired 
ends. Each remaining path through the graph is then reported as 
a separate transcript (Fig. 2).

Although genome-independent reconstruction is conceptu-
ally simple, there are two major complications: distinguishing 
sequencing errors from variation, and finding the optimal balance 
between sensitivity and graph complexity. Unlike the mapping-first 
strategy, sequencing errors introduce branch points in the graph 
that increase its complexity. To eliminate these artifacts, genome-
independent methods look at the coverage of different paths in the 
graph and apply a coverage cutoff to decide when to follow a path 
or when to remove it53,59. In practice, the choice of the k-mer length 
for this analysis can greatly affect the assembly53. Smaller values of k 
result in a larger number of overlapping nodes and a more complex 
graph, whereas larger values of k reduce the number of overlaps and 
results in a simpler graph structure. An optimal choice of k depends 
on coverage: when coverage is low, small values of k are preferable 
because they increase the number of overlapping reads contributing 
k-mers to the graph. But when coverage is large, small values of k 
are overly sensitive to sequencing errors and other artifacts, yield-
ing very complex graph structures59.

To cope with the variability in transcript abundance intrinsic 
to expression data, several methods, such as transABySS, use a 
variable k-mer strategy to gain power across expression levels to 
assemble transcripts53,55, albeit at the expense of CPU power and 
requiring parallel execution.
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Figure 3 | An overview of gene expression quantification with RNA-seq. 
(a) Illustration of transcripts of different lengths with different read 
coverage levels (left) as well as total read counts observed for each 
transcript (middle) and FPKM-normalized read counts (right). (b) Reads 
from alternatively spliced genes may be attributable to a single isoform 
or more than one isoform. Reads are color-coded when their isoform of 
origin is clear. Black reads indicate reads with uncertain origin. ‘Isoform 
expression methods’ estimate isoform abundances that best explain the 
observed read counts under a generative model. Samples near the original 
maximum likelihood estimate (dashed line) improve the robustness of the 
estimate and provide a confidence interval around each isoform’s abundance. 
(c) For a gene with two expressed isoforms, exons are colored according to 
the isoform of origin. Two simplified gene models used for quantification 
purposes, spliced transcripts from each model and their associated lengths, 
are shown to the right. The ‘exon union model’ (top) uses exons from all 
isoforms. The ‘exon intersection model’ (bottom) uses only exons common 
to all gene isoforms. (d) Comparison of true versus estimated FPKM values in 
simulated RNA-seq data. The x = y line in red is included as a reference.
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The RNA-Seq quantification problem. Isoform deconvolution 

accounts for the dependency between paired-end reads in the 
RPKM estimate and as such is the metric of choice for both gene 
and isoform quantification29.

As many genes have multiple isoforms, many of which share 
exons, and many genes families have close paralogs, some reads 
cannot be assigned unequivocally to a transcript (Fig. 3b). This 
‘read assignment uncertainty’ affects expression quantification 
accuracy29,66,67. One strategy, used in the alternative expression 
analysis by RNA sequencing (Alexa-seq) method44, is to esti-
mate isoform-level expression values by counting only the reads 
that map uniquely to a single isoform. Although this works for 
some alternatively spliced genes, it fails for genes that do not 
contain unique exons from which to estimate isoform expression. 
Alternative methods termed ‘isoform-expression methods’ such 
as Cufflinks29 and mixture of isoforms (MISO)30, handle uncer-
tainty by constructing a ‘likelihood function’ that models the 
sequencing process and identifies isoform abundance estimates 
that best explain the reads obtained in the experiment29,30,53,66 
(Fig. 3b). This estimate, defined as the isoform abundance that 
maximizes the likelihood function, is termed the maximum like-
lihood estimate (MLE). For genes expressed at low levels, the 
MLE is not an accurate expression estimate; Bayesian inference 
improves the robustness of expression quantification by ‘sam-
pling’ alternative abundance estimates around the MLE while 
also providing a confidence measure on the estimate (Fig. 3b).

We note that the number of potential isoforms greatly impacts 
the results, with incorrect or misassembled isoforms introducing 
uncertainty. As such, when working with methods that produce 
the maximal isoform sets, it is necessary to prefilter transcripts 
before expression estimation for some genes. This applies to both 
genome-guided as well as genome-independent algorithms.

Often, the objective is to estimate expression per gene rather 
than for each isoform or transcript19,20,63. A gene’s expression 
is defined as the sum of the expression of all of its isoforms. 
However, calculating isoform abundance can be computationally 
challenging especially for complex loci. Rather than computing 
isoform abundances, it is possible to define simplified schemes 
for quantifying gene expression. The two most commonly used 
counting schemes are (Fig. 3c): the ‘exon intersection method’68, 
which counts reads mapped to its constitutive exons, and the 
‘exon union method’20,44, which counts all reads mapped to any 
exon in any of the gene’s isoforms. The exon intersection method 
is analogous to expression microarrays, which typically probe 
expression signal in constitutive regions of each gene. Although 
convenient, these simplified models come at a cost; the exon 
union model underestimates expression for alternatively spliced 
genes29,69 (Fig. 3d), and the intersection can reduce power for 
differential expression analysis, as discussed below.

Differential expression analysis with RNA-seq
Having quantified and normalized expression values, an impor-
tant question is to understand how these expression levels differ 
across conditions. The last decade saw the development of exten-
sive methodology for the statistical analysis of differential expres-
sion using microarrays70–72 (Fig. 4a). Although in principle these 
approaches are directly applicable to RNA-seq data as well, using 
read coverage to quantify transcript abundance provides addition-
al information such as a distribution for expression estimates in a 
single sample (Fig. 4a). Moreover, the power to detect differential 

memory (RAM)) compared to genome-guided methods (~4 CPU 
hours and <4 gigabytes RAM; Supplementary Table 1).

Estimating transcript expression levels
Expression quantification has long been an important applica-
tion. Over the past decade, DNA microarrays have been the tech-
nology of choice for high-throughput transcriptome profiling. 
When using RNA-seq to estimate gene expression, read counts 
need to be properly normalized to extract meaningful expression 
estimates5,15,20–22,60–63. There are two main sources of systematic 
variability that require normalization. First, RNA fragmentation 
during library construction causes longer transcripts to generate 
more reads compared to shorter transcripts present at the same 
abundance in the sample19,64,65 (Fig. 3a). Second, the variability in 
the number of reads produced for each run causes fluctuations in 
the number of fragments mapped across samples19,20 (Fig. 3a).

To account for these issues, the reads per kilobase of transcript 
per million mapped reads (RPKM) metric normalizes a tran-
script’s read count by both its length and the total number of 
mapped reads in the sample20 (Fig. 3a). When data originate 
from paired-end sequencing, the analogous fragments per kilo-
base of transcript per million mapped reads (FPKM) metric 
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Figure 4 | Overview of RNA-seq differential expression analysis.  
(a) Expression microarrays rely on fluorescence intensity via a hybridization 
of a small number of probes to the gene RNA. RNA-seq gene expression 
is measured as the fraction of aligned reads that can be assigned to the 
gene. (b) A hypothetical gene with two isoforms undergoing an isoform 
switch between two conditions is shown. The total number of reads aligning 
to the gene in the two conditions is similar, but its distribution across 
isoforms changes. Differential expression using the simplified exon union 
or exon intersection methods reports no changes between conditions while 
estimating read counts and expression for the individual isoforms detects 
both differential expression at the gene and isoform level.
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Main	  difference:	  quan>fica>on	  involves	  read	  assignment.	  Our	  model	  must	  
capture	  read	  assignment	  uncertainty.	  

Parameters:	  	  	  Transcript	  rela>ve	  abundance	  
Latent	  variables:	  Fragment	  alignment	  source	  
Observed	  variables:	  N	  fragment	  alignments,	  transcripts,	  fragment	  length	  
distribu1on	  



We can estimate the insert size distribution 
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… and use it for probabilistic read assignment 
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The RNA-Seq quantification problem. Isoform deconvolution 

accounts for the dependency between paired-end reads in the 
RPKM estimate and as such is the metric of choice for both gene 
and isoform quantification29.

As many genes have multiple isoforms, many of which share 
exons, and many genes families have close paralogs, some reads 
cannot be assigned unequivocally to a transcript (Fig. 3b). This 
‘read assignment uncertainty’ affects expression quantification 
accuracy29,66,67. One strategy, used in the alternative expression 
analysis by RNA sequencing (Alexa-seq) method44, is to esti-
mate isoform-level expression values by counting only the reads 
that map uniquely to a single isoform. Although this works for 
some alternatively spliced genes, it fails for genes that do not 
contain unique exons from which to estimate isoform expression. 
Alternative methods termed ‘isoform-expression methods’ such 
as Cufflinks29 and mixture of isoforms (MISO)30, handle uncer-
tainty by constructing a ‘likelihood function’ that models the 
sequencing process and identifies isoform abundance estimates 
that best explain the reads obtained in the experiment29,30,53,66 
(Fig. 3b). This estimate, defined as the isoform abundance that 
maximizes the likelihood function, is termed the maximum like-
lihood estimate (MLE). For genes expressed at low levels, the 
MLE is not an accurate expression estimate; Bayesian inference 
improves the robustness of expression quantification by ‘sam-
pling’ alternative abundance estimates around the MLE while 
also providing a confidence measure on the estimate (Fig. 3b).

We note that the number of potential isoforms greatly impacts 
the results, with incorrect or misassembled isoforms introducing 
uncertainty. As such, when working with methods that produce 
the maximal isoform sets, it is necessary to prefilter transcripts 
before expression estimation for some genes. This applies to both 
genome-guided as well as genome-independent algorithms.

Often, the objective is to estimate expression per gene rather 
than for each isoform or transcript19,20,63. A gene’s expression 
is defined as the sum of the expression of all of its isoforms. 
However, calculating isoform abundance can be computationally 
challenging especially for complex loci. Rather than computing 
isoform abundances, it is possible to define simplified schemes 
for quantifying gene expression. The two most commonly used 
counting schemes are (Fig. 3c): the ‘exon intersection method’68, 
which counts reads mapped to its constitutive exons, and the 
‘exon union method’20,44, which counts all reads mapped to any 
exon in any of the gene’s isoforms. The exon intersection method 
is analogous to expression microarrays, which typically probe 
expression signal in constitutive regions of each gene. Although 
convenient, these simplified models come at a cost; the exon 
union model underestimates expression for alternatively spliced 
genes29,69 (Fig. 3d), and the intersection can reduce power for 
differential expression analysis, as discussed below.

Differential expression analysis with RNA-seq
Having quantified and normalized expression values, an impor-
tant question is to understand how these expression levels differ 
across conditions. The last decade saw the development of exten-
sive methodology for the statistical analysis of differential expres-
sion using microarrays70–72 (Fig. 4a). Although in principle these 
approaches are directly applicable to RNA-seq data as well, using 
read coverage to quantify transcript abundance provides addition-
al information such as a distribution for expression estimates in a 
single sample (Fig. 4a). Moreover, the power to detect differential 

memory (RAM)) compared to genome-guided methods (~4 CPU 
hours and <4 gigabytes RAM; Supplementary Table 1).

Estimating transcript expression levels
Expression quantification has long been an important applica-
tion. Over the past decade, DNA microarrays have been the tech-
nology of choice for high-throughput transcriptome profiling. 
When using RNA-seq to estimate gene expression, read counts 
need to be properly normalized to extract meaningful expression 
estimates5,15,20–22,60–63. There are two main sources of systematic 
variability that require normalization. First, RNA fragmentation 
during library construction causes longer transcripts to generate 
more reads compared to shorter transcripts present at the same 
abundance in the sample19,64,65 (Fig. 3a). Second, the variability in 
the number of reads produced for each run causes fluctuations in 
the number of fragments mapped across samples19,20 (Fig. 3a).

To account for these issues, the reads per kilobase of transcript 
per million mapped reads (RPKM) metric normalizes a tran-
script’s read count by both its length and the total number of 
mapped reads in the sample20 (Fig. 3a). When data originate 
from paired-end sequencing, the analogous fragments per kilo-
base of transcript per million mapped reads (FPKM) metric 
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Figure 4 | Overview of RNA-seq differential expression analysis.  
(a) Expression microarrays rely on fluorescence intensity via a hybridization 
of a small number of probes to the gene RNA. RNA-seq gene expression 
is measured as the fraction of aligned reads that can be assigned to the 
gene. (b) A hypothetical gene with two isoforms undergoing an isoform 
switch between two conditions is shown. The total number of reads aligning 
to the gene in the two conditions is similar, but its distribution across 
isoforms changes. Differential expression using the simplified exon union 
or exon intersection methods reports no changes between conditions while 
estimating read counts and expression for the individual isoforms detects 
both differential expression at the gene and isoform level.
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Parameters:	  	  	  Transcript	  rela>ve	  abundance	  
Latent	  variables:	  Fragment	  alignment	  source	  
Observed	  variables:	  N	  fragment	  alignments,	  transcripts,	  fragment	  length	  
distribu>on	  
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0.1.3 The many transcripts, many fragments problem

Now, we do not really know where do the fragments belong to. We observe
the alignment but do not know to which transcript it belongs to. Now we have
the latent variable which is which isoform actually originated the read. The
problem now, is to estimate the L(⇥), givenD, the fragment size distribution,
A the alignment set, and G the set of transcripts.

First we define the probability that a fragment alignment a that maps to
transcript t originated from t:

P (a 2 t|D, ✓t) =
✓tl̃tP
a2s ✓sl̃s

P (l(a)|t,D)

For the set of transcripts T we now model the RNA-Seq process as

L(⇥ |D,A,G) =
Y

t2G

Y

a2t
P (a 2 t|D, ✓t)
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Can	  be	  shown	  it	  is	  concave,	  
and	  hence	  solvable	  by	  
expecta>on	  maximiza>on	  



Summary: Current quantification models are complex 

•  In its simplest form we assume that reads can be 
unequivocally mapped. This allows: 
– Read counts distribute multinomial with rate 

estimated from the observed counts 
•  When this assumption breaks, multinomial is no longer 

appropriate. 
•  More general models use: 
–  Base quality scores 
–  Sequence mapability 
–  Protocol biases (e.g. 3’ bias) 
–  Sequence biases (e.g. GC) 

•  Handling each of these involves a more complex model where 
reads are assigned probabilistically not only to an isoform but 
to a different loci 



RNA-Seq libraries revisited: End-sequence libraries 

•  Target the start or end of transcripts. 
•  Source: End-enriched RNA 
– Fragmented then selected 
– Fragmented then enzymatically purified 

•  Uses: 
– Annotation of transcriptional start sites 
– Annotation of 3’ UTRs 
– Quantification and gene expression  
– Depth required 3-8 mill reads 
– Low quality RNA samples 
– Single cell RNA sequencing 



RNA-Seq libraries: Summary 
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End-sequencing solution 
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•  Read	  mapping	  (alignment):	  Placing	  short	  reads	  in	  the	  
genome	  

•  Quan>fica>on:	  	  
•  Transcript	  rela>ve	  abundance	  es>ma>on	  

•  Determining	  whether	  a	  gene	  is	  expressed	  	  

•  Normaliza>on	  

•  Finding	  genes/transcripts	  that	  are	  differen>ally	  
represented	  between	  two	  or	  more	  samples.	  

•  Reconstruc>on:	  Finding	  the	  regions	  that	  originated	  the	  
reads	  

Analysis of counting data requires 3 broad tasks 



Sample composition impacts transcript relative abundance 

Cell	  type	  I	   Cell	  type	  II	  

Normalizing	  by	  total	  reads	  does	  not	  work	  well	  for	  samples	  with	  very	  
different	  RNA	  composi>on	  



Example normalization techniques 

i	  runs	  through	  all	  n	  genes	  	  
j	  through	  all	  m	  samples	  
kij	  is	  the	  observed	  counts	  for	  gene	  i	  in	  sample	  j	  
sj	  Is	  the	  normaliza>on	  constant	  	  

Alders	  and	  Huber,	  2010	  

Counts	  for	  gene	  i	  in	  experiment	  j 

Geometric	  mean	  for	  that	  gene	  
	  over	  ALL	  experiments 



Lets do an experiment 

Finding regions of evolutionary constraint

Manuel Garber

January 11, 2013

> s1 = c(100, 200, 300, 400, 10)

> s2 = c(50, 100, 150, 200, 500)

>norm=sum(s2)/sum(s1)

>plot(s2, s1,log=”xy”,xlim=c(10, 600),ylim=c(10, 600)); abline(a = 0, b = 1)

>g = sqrt(s1 ⇤ s2t)
>s1n = s1/median(s1/g); s2n = s2/median(s2/g)

>plot(s2n, s1n,log=”xy”, xlim =c(1, 1000),ylim=c(1, 1000)); abline(a = 0, b = 1)
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Similar	  read	  number,	  	  
one	  transcript	  many	  fold	  changed	  
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>abline(a = 0, b = 1)

>g = sqrt(s1 ⇤ s2t)
>s1n = s1/median(s1/g); s2n = s2/median(s2/g)
>plot(s2n, s1n,log=”xy”)

>abline(a = 0, b = 1)
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Size	  normaliza>on	  results	  in	  2-‐fold	  
changes	  in	  all	  transcripts	  
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When everything changes: Spike-ins 

expression data appropriately indicates an increase in the rela-
tive RNA levels for a set of genes (Figure 1B). In the second
model, the two cells express a similar set of genes, but one
cell produces and accumulates two to three times more RNA/
gene for many of the same genes expressed in the other cell
(Figure 1C), an effect that has been termed transcriptional ampli-
fication (Lin et al., 2012; Nie et al., 2012). In the conventional
approach to expression analysis, similar amounts of RNA from
the two cells are introduced into the assay, thus masking the
fact that one of the cells has two to three times more RNA than
the other (Figure 1D). This potential source of error is typically
overlooked because of the commonly believed, though rarely
stated, assumption that the absolute amount of total mRNA in
each cell is similar across different cell types or experimental
perturbations. Furthermore, the most commonly used analysis
methods are primarily intended to account for technical varia-
tions in signal to noise and assume that the signals for different
samples from different experiments should be scaled to have
the same median or average value or that the distributions of
signal intensities for each experiment within a set should all be
the same (Bolstad et al., 2003; Huber et al., 2002; Irizarry et al.,
2003; Kalocsai and Shams, 2001; Li and Wong, 2001; Reimers,

2010; Wu et al., 2004). Normalization of signal from cells that
experience transcriptional amplification can thus have the net
result of equalizing values that are actually different and pro-
ducing the erroneous perception that some genes have elevated
expression, whereas a similar number of genes have reduced
expression.

Experimental Approach
To produce a reliable gene expression analysis protocol that
addresses this experimental and data normalization issue, we
investigated the use of spiked-in standards (Benes and Muck-
enthaler, 2003; Hartemink et al., 2001; Hill et al., 2001; Jiang
et al., 2011;Mortazavi et al., 2008).We implemented an approach
that uses spiked-in RNA standards to allow normalization to cell
number and permit correction for differences in yields during
experimental manipulation (Figure 2A). We performed genome-
wide analysis on P493-6 cells expressing low or high levels of
c-Myc (Pajic et al., 2000; Schuhmacher et al., 1999) in which cells
with high levels of the transcription factor were found to produce
2- to 3-fold higher levels of the same RNA species found in cells
with low levels (Lin et al., 2012). Cell number was determined
by counting cells with C-Chip disposable hemocytometers

Figure 1. Normalization and Interpretation of Expression Data
(A) Schematic representation of pattern of change in gene expression when levels of total RNA in the two cells are similar. The square box represents
a perturbation such as increased expression of a gene regulator or a change in environment or cell state. Red arrows point to target genes affected by the
perturbation, which are represented as circles. Red shading of circles indicates relative transcriptional increase.
(B) Schematic representation of microarray normalization when the overall levels of mRNA per cell are not changing in two conditions. Relative mRNA levels for
nine different genes (A-I) are indicated along the y axis for condition 1 (black) and condition 2 (orange). The panels, from left to right, depict the actual relationship
between mRNA levels for the two conditions; the effect of median normalization; the calculated fold-changes based on median normalization, with increased
expression represented by red bars above the midline and decreased expression represented by green bars below the midline; and the perceived transcriptional
response of a limited transcriptional increase in gene expression.
(C) Schematic representation of pattern of change in gene expression when levels of total RNA in the two cells is different such as in transcriptional amplification,
where most genes are expressed at higher levels. The square box represents a perturbation such as increased expression of a gene regulator or a change in
environment or cell state. Red arrows point to target genes affected by the perturbation, which are represented as circles. Red shading of circles indicates relative
transcriptional increase.
(D) Schematic representation of microarray normalization when the overall levels of mRNA per cell are increased in one condition compared to another. Relative
mRNA levels for nine different genes (A–I) are indicated along the y axis for condition 1 (black) and condition 2 (orange). The panels, from left to right, depict the
actual relationship between mRNA levels for the two conditions; the effect of median normalization; the calculated fold changes based on median normalization,
with increased expression represented by red bars above themidline and decreased expression represented by green bars below themidline; and the perceived
transcriptional response following transcriptional amplification of gene expression.
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(Digital Bio) and equivalent numbers of high- and low-Myc cells
were harvested. The DNA content of the two samples was
measured and found to be equivalent. Following total RNA
extraction, spiked-in RNA standards were added in proportion
to the number of cells present in the sample. Samples were
then split andprepared formicroarray, RNA-seq, anddigital anal-
ysis by using NanoString.

DNA-microarrays were first used to compare the high-Myc
versus low-Myc cell RNA populations (Figure 2B; Table S1 avail-
able online). Similar amounts of RNA from the low- and high-Myc
cells were introduced into the Affymetrix DNA microarray assay

following the manufacturer’s protocol, which is the most com-
mon approach used in expression analysis. The resulting data
were processed by using standard normalization methods and
by using the spike-in standards for normalization. The results ob-
tained by using standard approaches can be interpreted tomean
that the expression levels of some genes are unchanged,
whereas others increase or decrease (Figure 2B). The interpreta-
tion is quite different when the same data is normalized by using
spike-in standards that reflect cell number: 90% of the genes
show increases in expression in high-Myc cells relative to low-
Myc cells (Figure 2B).

Figure 2. Spike-In Controls, Normalized to Cell Number, Enable Accurate Interpretation of Transcriptional Changes
(A) Schematic representation ofmicroarray normalizationwhen the total level of mRNAper cell is different as in transcriptional amplification, but spike-in RNAs are
used as standards for normalization. mRNA levels are indicated along the y axis for condition 1 (black) and condition 2 (orange); individual genes are represented
along the x axis. Spike-in standards in the mRNA for condition 1 are represented by black triangles and spike-in standards in the mRNA for condition 2 are
represented by orange triangles (S1–S3). The panels, from left to right, depict the actual relationship between mRNA levels for the two conditions; the effect of
normalization using the spike-in standards; the resulting fold changes from condition 1 and condition 2, where increased expression is represented by red bars
above the midline; and the perceived transcriptional response following transcriptional amplification of gene expression normalized with spike-in RNAs.
(B) Heatmap showing the results of different normalizationmethods on the interpretation of microarray data. The data represent fold change of expression in high-
Myc versus low-Myc cells. Each line represents data for individual probes on the microarray. Red indicates increased expression in high-Myc versus low-Myc
cells. Green indicates decreased expression in high-Myc versus low-Myc cells. Black indicates no change in expression. Left: data using a standard microarray
normalization method (MAS5). Right: the same data, now renormalized by using spike-in standards.
(C) Heatmap showing the results of different normalization methods on the interpretation of RNA-sequencing data. The data represent fold change of expression
in high-Myc versus low-Myc cells. Each line represents data for an individual gene. Red indicates increased expression in high-Myc versus low-Myc cells. Green
indicates decreased expression in high-Myc versus low-Myc cells. Black indicates no change in expression. Left: data using a standard sequencing normalization
(reads per kilobase of exon model per million mapped reads). Right: the same data, now renormalized by using spike-in standards.
(D) Heatmap showing the results of different sample preparation methods on the interpretation of digital quantification data. The data represent fold change of
counts of mRNA molecules in high-Myc versus low-Myc cells. Each line represents data for an individual gene. Red indicates increased expression in high-Myc
versus low-Myc cells. Green indicates decreased expression in high-Myc versus low-Myc cells. Black indicates no change in expression. Left: the results if the
quantification is performed with equal amounts of total RNA for the high-Myc versus low-Myc cells. Right: the results if the quantification is performed with RNA
from equal numbers of high-Myc and low-Myc cells.
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